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EXECUTIVE SUMMARY

Performance tuning is one of the most common reasons organizations seek external expertise, yet it
is also one of the areas where effort is most frequently wasted. Teams tune queries, add indexes,
and increase hardware capacity, only to find that performance issues resurface weeks or months
later. The underlying causes are rarely addressed, and tuning becomes a cycle of reactive firefighting
rather than a path to stability.

This whitepaper presents a case study in performance tuning as a system-level discipline, not a
collection of isolated fixes. It examines why performance problems recur, how reactive tuning
increases long-term cost, and how a structured diagnostic and operational approach transforms
performance from an incident-driven concern into a predictable property of the system.

The goal is not peak performance at any cost, but consistent, explainable performance that scales
with the business.

1. THE CUSTOMER PROBLEM SPACE
1.1 “It Was Fast Yesterday”

One of the most frustrating performance complaints encountered in production systems is the
intermittent slowdown. Queries that normally execute in milliseconds suddenly take seconds or
minutes, often during peak business hours, only to recover later without any direct intervention.
From the user’s perspective, the system feels unreliable. From the engineering perspective, the
problem is elusive and difficult to prove.

Because these slowdowns are not consistently reproducible in development or test environments,
investigation usually begins after the fact. By the time logs are reviewed or diagnostic queries are
run, the system has already returned to normal behavior. Teams are left with partial evidence,
anecdotal reports, and a strong temptation to “fix something” just to demonstrate action.

In practice, these issues are rarely random. They are typically caused by one or more systemic
factors:

e Execution plan instability, often triggered by parameter sensitivity or changes in data
distribution
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o Shifting workload patterns, such as background jobs, reporting queries, or maintenance
tasks overlapping with interactive workloads

e Resource contention, where concurrency, not query complexity, becomes the limiting factor

Without historical execution context—such as how plans evolved, how parameters varied, or how
concurrent workloads behaved at the time of the slowdown—teams resort to guesswork. Indexes
are added, queries are rewritten, or server resources are increased, even though none of these
actions directly address the underlying cause.

This leads to a dangerous cycle. The system appears “fixed” for a period of time, reinforcing the
belief that the intervention was successful. Weeks or months later, the same symptoms reappear
under slightly different conditions. Over time, confidence in the system erodes, and performance
tuning becomes associated with urgency, disruption, and risk rather than stability.

The core issue is not that the system was slow—it is that performance behavior was not
explainable. When teams cannot answer why something was fast yesterday and slow today,
performance ceases to be an engineering property and becomes an operational mystery.

Breaking this pattern requires shifting from reactive troubleshooting to understanding performance
as a function of workload, data, and concurrency over time. Without that shift, intermittent
slowness will continue to consume disproportionate effort while delivering diminishing returns.

1.2 Resource Bottlenecks and the Hidden Cost of “Fixing It with Hardware”

When performance degrades after a deployment, the pressure to restore service quickly is intense.
Users are impacted, business operations slow down, and engineering teams are expected to act
decisively. In this environment, scaling up infrastructure often appears to be the safest and fastest
option. CPU limits are raised, service tiers are upgraded, or additional nodes are added to the
cluster.

In the short term, this approach often works. Response times improve, incident tickets are closed,
and the deployment is declared “stable.” However, the underlying performance regression
frequently remains unresolved.

Over time, this pattern has a compounding cost. Each performance issue that is addressed through
additional capacity rather than diagnosis establishes a higher baseline of resource consumption.
What began as a temporary mitigation becomes the new normal. The system no longer operates
efficiently at its original scale, and future growth now builds on an already inflated cost structure.

This normalization of excess capacity creates several long-term consequences:

e Permanent cost escalation
Infrastructure spend increases stepwise, but rarely decreases. Once systems are scaled up,
there is little incentive—or confidence—to scale them back down, even if the original issue
was transient or avoidable.

e Masked inefficiencies
Inefficient queries, poor indexing strategies, and fragile execution plans continue to exist,
hidden behind surplus CPU, memory, or 10 capacity. These inefficiencies resurface as soon
as workloads grow or usage patterns change.
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¢ Increased sensitivity to future changes
Because the true bottlenecks were never identified, subsequent deployments are riskier.
Small changes can once again push the system past its limits, triggering another cycle of
emergency scaling.

e False signals in monitoring and capacity planning
Metrics reflect a system that appears “healthy” only because it is over-provisioned. Capacity
planning decisions become distorted, leading to overestimation of baseline requirements
and underestimation of efficiency gains.

In many organizations, this cycle repeats multiple times over the life of a system. Each iteration
pushes costs higher while delivering diminishing returns in stability. Eventually, performance
discussions become budget discussions, and optimization efforts are framed as optional rather than
necessary.

The irony is that the original performance regression is often rooted in a narrow set of issues—such
as plan changes, concurrency shifts, or workload overlap—that could have been identified and
corrected with targeted analysis. By choosing scale over understanding, organizations trade short-
term relief for long-term inefficiency.

Treating resource bottlenecks as engineering problems rather than capacity problems is essential to
breaking this cycle. Without that shift, performance tuning quietly becomes one of the most
expensive recurring line items in the system’s lifecycle.

1.3 Over-Reliance on Query-Level Fixes

Query tuning is important, but it does not scale as a primary strategy. When every performance
issue is addressed by rewriting SQL or adding indexes, complexity grows rapidly. Index sprawl
increases maintenance cost, query logic becomes fragile, and changes in one area create regressions
elsewhere.

Performance problems persist because the system itself is not understood holistically.

2. PERFORMANCE AS A SYSTEM PROPERTY
2.1 Why Tuning Queries Alone Does Not Scale

Performance emerges from the interaction of queries, data distribution, concurrency patterns, and
hardware resources. Optimizing individual queries in isolation assumes that performance problems
are local, when in reality they are usually systemic. Most production systems execute hundreds or
thousands of concurrent requests, and small inefficiencies compound rapidly under load.

In the case study environment, performance improvements became durable only after shifting focus
away from isolated “slow queries” toward overall workload behavior. Understanding which queries
mattered, when they executed, and how they interacted under concurrency proved far more
effective than repeatedly rewriting individual statements.

2.2 Understanding Workload Characteristics
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Different workloads place fundamentally different demands on a database system. OLTP workloads
prioritize predictable latency and high concurrency, while analytical workloads favor throughput and
parallelism. Mixed workloads amplify risk, particularly when long-running queries compete with
latency-sensitive transactions.

Without explicitly identifying workload characteristics, tuning decisions are often contradictory. A

configuration change that benefits reporting queries may degrade transactional performance, and
vice versa. Treating performance as a system property requires aligning tuning strategies with how
the system is actually used, not how it is assumed to be used.

2.3 Configuration Changes Without Root-Cause Clarity

When performance problems lack a clear explanation, attention often shifts from workload analysis
to server-level configuration. Settings such as MAXDOP, cost threshold for parallelism, memory
limits, or tempdb configuration are adjusted in an attempt to “stabilize” the system. These changes
are frequently made under pressure, with limited understanding of their broader impact.

While server-level settings are powerful tools, they are also blunt instruments. Changing them
affects all workloads, not just the queries experiencing problems. Without understanding the true
bottleneck, these changes can create new issues while temporarily masking the original one.

Common patterns observed include:

e Reducing MAXDOP to control CPU spikes
Parallelism is often blamed when CPU usage is high. Lowering MAXDOP may reduce peak
CPU utilization, but it can also increase query duration, extend lock lifetimes, and reduce
overall throughput. The system appears calmer, but becomes slower and more fragile under
concurrency.

e Raising memory limits to address perceived 10 pressure
Memory adjustments may reduce reads from disk, but they do not correct inefficient access
patterns or missing indexes. Over time, memory pressure simply shifts elsewhere, often into
tempdb or buffer pool contention.

e Global changes driven by isolated incidents
A single problematic query or workload spike triggers configuration changes that
permanently alter system behavior. The immediate incident fades, but the side effects
persist.

Because these changes are rarely correlated back to workload behavior, teams struggle to explain
whether the system improved due to better efficiency or merely due to suppressed symptoms. Over
time, configuration drift accumulates. The server becomes increasingly customized, harder to reason
about, and more sensitive to future changes.

Most critically, this approach reinforces the illusion that performance can be “tuned” through
settings alone. In reality, server-level configuration should refine a well-understood workload, not
compensate for unknown behavior.

Treating performance as a system property means configuration changes are made deliberately,
with clear intent, measurable outcomes, and an understanding of trade-offs. Without that discipline,
even well-intentioned tuning efforts increase complexity while delivering only temporary relief.
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3. DIAGNOSTIC FRAMEWORK
3.1 Why Traditional Troubleshooting Falls Short

Traditional performance troubleshooting relies heavily on point-in-time observation. Engineers
connect to a system during an incident, inspect currently running queries, review wait statistics, and
attempt to infer cause from symptoms. While this approach can be effective for persistent issues, it
breaks down completely for intermittent or post-deployment regressions.

By the time an investigation begins, the original conditions that triggered the slowdown have often
disappeared. Execution plans may have changed, memory pressure may have subsided, and the
offending workload may no longer be running. Teams are left asking what is slow now instead of
what was slow and why.

This gap between incident occurrence and investigation has historically made root-cause analysis
unreliable and reactive.

3.2 Query Store as a Turning Point

Query Store fundamentally changed this dynamic by making performance history a first-class feature
of the database engine. Instead of relying on transient snapshots, teams gained continuous visibility
into query execution behavior over time, including plan changes, runtime statistics, and resource
consumption.

For the first time, it became possible to answer questions that were previously speculative:
e  Which queries regressed after a deployment?

e Did response time increase because execution plans changed, or because workload
concurrency increased?

e Was CPU pressure caused by more executions, slower executions, or different execution
strategies?

e Did a “fix” actually improve performance, or did it merely shift the bottleneck?

By persisting execution history inside the engine, Query Store transformed performance analysis
from guesswork into evidence-based investigation.

3.3 Identifying the Real Root Cause

One of the most powerful aspects of Query Store is its ability to correlate plan changes with
performance changes. Many post-deployment slowdowns are not caused by new queries, but by
existing queries adopting different execution plans due to subtle changes in parameters, data
distribution, or query shape.

Without Query Store, these regressions are difficult to detect. With it, they become visible
immediately:

e A query that previously ran with one stable plan is now oscillating between multiple plans
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e A previously efficient plan is still chosen, but execution time has increased due to higher row
counts

e CPU consumption increases even though execution count remains stable, indicating
inefficiency rather than load

This level of clarity allows teams to distinguish between capacity problems, plan instability, and
workload shifts, avoiding the common mistake of treating all slowdowns as infrastructure issues.

3.4 From Symptom Chasing to Causal Analysis

Query Store also changes how teams reason about performance. Instead of reacting to high-level
symptoms—CPU spikes, 10 waits, or blocked sessions—engineers can trace those symptoms back to
specific queries, plans, and execution patterns.

This enables:
e Targeted fixes rather than broad configuration changes
¢ Validation of tuning decisions based on before-and-after evidence
e Confident rollback of ineffective or harmful changes

Most importantly, it reduces the temptation to make global changes—such as adjusting MAXDOP or
scaling hardware—without understanding the true cause of degradation.

3.5 Making Performance Explainable

Perhaps the most important shift enabled by Query Store is cultural rather than technical.
Performance stops being mysterious. Teams can explain why a system slowed down, what changed,
and how it was corrected.

This explainability has tangible operational benefits:
e Faster incident resolution
e Fewer unnecessary configuration changes
e Increased confidence in deployments
e Better collaboration between application, database, and infrastructure teams

When performance behavior is explainable, it becomes manageable. Query Store does not eliminate
the need for expertise, but it ensures that expertise is applied to the right problem.

3.6 Query Store as the Foundation, Not the Finish Line

While Query Store is a powerful diagnostic foundation, it is most effective when combined with
baselines, workload awareness, and operational discipline. It provides the historical truth needed to
reason accurately about performance, but it does not replace sound system design or workload
management.
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Used correctly, Query Store enables a shift from reactive troubleshooting to proactive performance
engineering—exactly the transition required to make performance a predictable property of the
system rather than a recurring emergency.

4. QUERY AND INDEX OPTIMIZATION
4.1 Plan Stability and Parameter Sensitivity

Parameter sniffing is one of the most common—and most misunderstood—causes of unpredictable
query performance in SQL Server. At its core, it is not a defect in the optimizer, but a consequence of
how execution plans are compiled and reused.

When a parameterized query or stored procedure is compiled, SQL Server “sniffs” the parameter
values supplied at compile time and uses them to estimate cardinality and choose an execution plan.
That plan is then cached and reused for subsequent executions, often with very different parameter
values.

This works well when data is evenly distributed and access patterns are consistent. Problems arise
when data is skewed or when the same query is executed with parameters that represent
fundamentally different workloads. A plan that is optimal for a highly selective parameter may
perform poorly when the parameter represents a large portion of the table, and vice versa.

The result is performance that appears intermittent and non-deterministic: the same query
alternates between fast and slow executions depending on which parameter values happened to be
present at compile time.

Traditional Mitigation Approaches

Historically, parameter sniffing was addressed through techniques that prioritized control over
adaptability:

e OPTION (RECOMPILE)
Forces SQL Server to compile a fresh plan for each execution using the current parameter
values. This often produces optimal plans but increases CPU overhead and compilation cost,
making it unsuitable for high-frequency queries.

e Local variable assignment
Assigning parameters to local variables suppresses parameter sniffing by obscuring the
original values from the optimizer. While this can stabilize performance, it often leads to
generic, suboptimal plans based on average data distribution.

e OPTIMIZE FOR hints
Hard-coding a representative parameter value can stabilize plan selection but introduces
fragility. As data distribution changes, the chosen “representative” value may no longer be
representative at all.

e Plan guides
Used in environments where code changes were not possible, plan guides offered a way to
enforce behavior externally. While powerful, they increased operational complexity and
were difficult to manage at scale.
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These approaches were effective in specific scenarios, but they often traded one problem for
another—stability at the cost of efficiency, or performance at the cost of predictability.

Modern Approaches in SQL Server

Recent versions of SQL Server introduced features that allow the engine to adapt to parameter
sensitivity more intelligently, reducing the need for intrusive manual interventions.

e Query Store-based plan forcing
Query Store enables teams to identify stable, high-performing plans and force them when
plan regression occurs. Unlike plan guides, this approach is observable, reversible, and
grounded in historical evidence.

e Adaptive Query Processing
Features such as adaptive joins and memory grant feedback allow SQL Server to adjust
execution behavior based on actual runtime conditions rather than static estimates. This
reduces the impact of misestimated cardinalities caused by parameter skew.

e Parameter Sensitive Plan (PSP) optimization
SQL Server can now automatically generate and maintain multiple plans for a single query,
each optimized for different parameter value ranges. This directly addresses the core
problem by acknowledging that no single plan is optimal for all inputs.

e Improved cardinality estimation and statistics management
Better statistics quality and more accurate cardinality estimation reduce—but do not
eliminate—the likelihood of problematic plan choices. These improvements make plan
behavior more stable over time.

Choosing Stability Over Perfection

The goal of mitigating parameter sniffing is not to produce the theoretically optimal plan for every
execution, but to ensure predictable and explainable performance across realistic workloads. In
many systems, a slightly suboptimal but stable plan delivers better user experience than a highly
optimized plan that performs unpredictably.

Modern SQL Server features allow teams to move away from heavy-handed workarounds and
toward evidence-based, adaptive solutions. When combined with Query Store and workload
awareness, parameter sensitivity becomes a manageable design consideration rather than a
recurring production emergency.

4.2 Index Strategy Aligned to Workload Shape

Efficient index usage depends not only on which indexes exist, but on whether queries are written in
a way that allows the optimizer to use them effectively. Queries that prevent efficient index access
are often described as non-SARGable—that is, they do not allow the optimizer to perform a Search
ARGument—based seek operation.
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At a high level, a predicate is SARGable when the optimizer can translate it into a range or equality
operation on an indexed column. When predicates are non-SARGable, SQL Server is often forced to
scan rather than seek, even when suitable indexes are present.

Common causes of non-SARGable predicates include:
e Applying functions to indexed columns (e.g., WHERE YEAR(OrderDate) = 2024)
e Implicit data type conversions that occur on the column side of the predicate
e Calculations or expressions involving the indexed column
e Leading wildcards in pattern matching (e.g., LIKE '%abc')

In these cases, the optimizer cannot directly navigate the index structure to locate qualifying rows,
and must instead evaluate the predicate row by row.

When Indexes Exist but Are Still Ignored

Even when predicates are SARGable, SQL Server may choose not to use an available index. This is
often surprising to teams and can lead to the incorrect assumption that the optimizer is “making a
bad choice.” In practice, the optimizer is responding to cost estimates that suggest a scan is cheaper
than a seek.

Common reasons include:

e Low selectivity
If a predicate filters a large percentage of rows, scanning the table or clustered index may be
more efficient than performing many random seeks followed by lookups.

e Outdated or misleading statistics
If statistics do not accurately reflect data distribution, the optimizer may underestimate or
overestimate row counts, leading it to favor scans over seeks.

e Lookup cost under concurrency
Index seeks that require key lookups can perform well in isolation but degrade under
concurrency. In such cases, the optimizer may choose a scan to reduce latch and lock
contention.

e Parameter sensitivity effects
A plan compiled for a non-selective parameter value may favor a scan and be reused for
selective values where a seek would have been more efficient.

e Memory and parallelism considerations
Under certain conditions, a parallel scan can be cheaper than a serial seek-based plan,
especially for analytical or reporting workloads.

In these scenarios, the optimizer is not ignoring the index arbitrarily—it is selecting the least
expensive plan based on available information, even if that decision is suboptimal for specific
executions.

Designing for Predictable Index Usage
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Addressing index utilization issues requires more than simply adding indexes. Effective strategies
include:

e  Writing predicates that preserve SARGability

e Aligning index key order with common access patterns

e Ensuring statistics accurately represent data distribution

e Reducing reliance on key lookups through appropriate index coverage

e Evaluating plans in the context of realistic concurrency, not isolated executions

Most importantly, index usage should be evaluated in conjunction with workload behavior and
execution history. A seek-based plan that appears optimal in testing may not scale under production
concurrency, while a scan-based plan may be entirely appropriate in context.

Understanding when and why SQL Server chooses to ignore an index helps teams move beyond rule-
based tuning toward evidence-driven performance engineering. In doing so, index design becomes a
deliberate part of system optimization rather than an exercise in trial and error.

4.3 Statistics Management and Cardinality Estimation

The SQL Server optimizer makes every decision based on estimates, not facts. Those estimates—row
counts, selectivity, memory requirements, and execution cost—are derived almost entirely from
statistics. When statistics are accurate, the optimizer’s choices tend to be reasonable. When they are
not, even a well-designed query and a perfectly suitable index can be ignored.

To understand why statistics matter so deeply, consider the difference between distance and
direction.

Traveling from New York City to Pittsburgh is roughly 300 miles if you travel directly across land. But
if you choose the wrong direction—traveling east instead of west and circumnavigating the globe—
the distance becomes approximately 18,600 miles. The destination is the same. The intent is the
same. Only the assumptions about direction differ.

That single assumption completely changes:
e Cost (fuel, money, resources)
e Time (hours versus days)
e Effort (direct travel versus unnecessary complexity)

The SQL Server optimizer operates in much the same way. It must choose a “route” to retrieve
data—index seek, index scan, key lookup, or full scan—based on its estimate of how much data will
be touched. Statistics define the optimizer’s sense of direction.

How Statistics Influence Index Usage

Statistics describe how data is distributed within a column or index. They inform the optimizer
whether a predicate is likely to return a handful of rows or a large portion of the table. That
distinction determines whether an index seek is efficient or whether a scan is cheaper overall.

10
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When statistics are accurate:
e Selective predicates are correctly estimated
e Index seeks are chosen when appropriate
e Lookup costs are weighed realistically
e Memory grants align with actual usage
When statistics are stale, incomplete, or misleading:
e A highly selective predicate may be estimated as expensive
e The optimizer may favor a scan over a seek
e Excessive memory may be granted or withheld
e Parallelism decisions may be skewed

In effect, the optimizer believes it is taking the shortest route, when in reality it is circling the globe.

Why “Good” Indexes Get Ignored

Teams often assume that if an index exists and a predicate is SARGable, the index should be used.
When it is not, the optimizer is frequently blamed. In practice, the optimizer is acting on the
information it has.

Common scenarios include:
e Outdated statistics that no longer reflect current data volume or skew
e Filtered or ascending key patterns that misrepresent active data ranges
e Parameter-sensitive queries where statistics reflect average, not actual, usage
¢ Rapid data growth after deployments without corresponding statistics updates

In these situations, the optimizer may correctly conclude—based on incorrect assumptions—that an
index seek is more expensive than a scan. The decision is rational, but the premise is flawed.

Statistics as a Navigational System, Not a Maintenance Task

Statistics are often treated as a background maintenance concern, updated on a schedule and rarely
revisited. In reality, they are the optimizer’s navigational system. Poor statistics do not cause
incorrect results, but they cause inefficient paths to those results.

Just as no one would evaluate a travel route without understanding distance and direction,
performance tuning without trustworthy statistics leads to unpredictable outcomes. Small changes
in data distribution or query shape can produce disproportionately large changes in execution
behavior.

11
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Ensuring that statistics accurately represent how data is queried—and how it evolves over time—is
essential for predictable performance. Without that foundation, index design, query tuning, and
server configuration changes are all built on uncertain assumptions.

5. CONCURRENCY AND THROUGHPUT OPTIMIZATION
5.1 Locking, Blocking, and Deadlocks

Many concurrency problems attributed to “slow queries” are in fact symptoms of locking and
blocking caused by transaction design rather than query inefficiency. One of the most common—and
least visible—contributors to this problem is the gradual accumulation of copy-pasted code across
stored procedures and application workflows.

In mature systems, new functionality is often built by copying an existing procedure and making
incremental changes. This approach is understandable: it reduces perceived risk, preserves familiar
behavior, and accelerates delivery. Over time, however, it leads to a proliferation of procedures that
share similar logic but diverge subtly in ways that affect concurrency.

The original procedure may have been written for a narrow use case, with transaction scope,
isolation level, and access order tuned—intentionally or accidentally—for that scenario. When this
code is reused in new contexts without re-evaluating those assumptions, locking behavior is
inherited wholesale, even when it is no longer appropriate.

How Incremental Changes Amplify Blocking
Small changes layered onto copied code often have disproportionate effects on concurrency:

e Expanded transaction scope
Additional reads, validations, or logging statements are added inside existing transactions,
increasing lock duration and widening the window for blocking.

e Changed access order
New joins or updates alter the order in which tables are accessed, increasing the likelihood
of blocking chains or deadlocks when multiple sessions execute similar logic concurrently.

¢ Unnecessary isolation levels
Higher isolation levels are preserved from the original procedure even when the new use
case does not require them, resulting in longer-held locks and reduced concurrency.

e Hidden write amplification
What appears to be a “read” procedure inherits update logic, audit writes, or side effects
that escalate locks unexpectedly.

Because each change appears reasonable in isolation, the cumulative impact is rarely recognized
until concurrency increases or workloads overlap.

Why This Is Hard to Diagnose

12
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Locking and blocking issues caused by copy-paste evolution are particularly difficult to troubleshoot
because no single procedure appears obviously wrong. Each procedure functions correctly, and
execution times may look acceptable when run individually.

Under load, however, these procedures:
e Hold locks longer than necessary
e Compete for the same resources in similar patterns
e Create blocking chains that amplify small delays into user-visible slowdowns

The system degrades not because of one bad query, but because many almost identical queries
interact poorly under concurrency.

Rewrite as a Concurrency Strategy

Addressing these issues often requires resisting the instinct to apply incremental fixes. In many
cases, the most effective solution is a deliberate rewrite that:

e Narrows transaction scope to the minimum required

e Separates read and write responsibilities

e Re-evaluates isolation levels based on actual consistency needs
e Makes locking behavior explicit rather than inherited

While rewrites carry perceived risk, they frequently reduce overall complexity and restore
predictable concurrency. The cost of not rewriting is paid later—in the form of blocking incidents,
emergency tuning, and growing operational fragility.

Locking and blocking are not merely technical side effects; they are architectural outcomes. Treating
concurrency as a design concern, rather than an afterthought inherited through copy-paste reuse, is
essential for scalable performance.

5.2 Isolation Levels and Workload Separation

Locking and blocking issues are often intensified not by a single slow query, but by a series of well-
intentioned shortcuts taken under delivery pressure. Two of the most common examples are the
overuse of query hints and the underutilization of architectural features that could have reduced
contention altogether.

The Hidden Cost of Query Hints

Query hints are frequently introduced as tactical fixes for performance or blocking issues. Hints such
as NOLOCK, FORCESEEK, MAXDOP, or join hints can appear to “solve” a problem quickly, especially
when the underlying issue is difficult to diagnose.

13
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However, query hints fundamentally change how SQL Server executes a query by overriding the
optimizer’s decision-making. While this can be appropriate in narrowly understood scenarios, it
carries significant long-term risk.

Common problems introduced by indiscriminate hint usage include:

e Masking root causes
Hints often suppress symptoms (such as blocking or CPU spikes) without addressing why
they occur. The underlying design flaw remains, ready to resurface under different
conditions.

e Fragility over time
A hint that improves performance today may become harmful as data volume, distribution,
or workload patterns change. Because hints bypass cost-based optimization, they do not
adapt.

e Concurrency amplification
Forcing access paths or join strategies can increase lock duration or escalation under load,
worsening blocking even if single-query execution time improves.

e Operational lock-in
Once hints are deployed widely—often through copy-pasted code—they become difficult to
remove. Teams lose confidence in letting the optimizer make decisions, even when
conditions change.

In practice, query hints should be treated as surgical instruments, not safety nets. They require clear
justification, measurable benefit, and ongoing validation. Without that discipline, they trade short-
term relief for long-term instability.

Reducing Blocking by Architecture, Not Hints

One of the most effective ways to reduce locking and blocking is not through query-level
intervention at all, but through workload separation. Read-heavy workloads frequently interfere
with write-heavy operations simply because they share the same primary replica.

In Azure SQL Database, the Business Critical tier provides a powerful but often overlooked
capability: a readable secondary replica at no additional cost. This secondary can be used to offload
reporting, analytics, and other read-only workloads from the primary.

The benefits are significant:

¢ Reduced lock contention on the primary
Read queries no longer compete with write transactions, lowering blocking and improving
throughput.

¢ Improved concurrency without code complexity
Instead of adding hints like NOLOCK to bypass locks, reads can be redirected safely to a
secondary designed for that purpose.

e Predictable performance under load
Write workloads operate with fewer interruptions, and read workloads gain stability even
during peak write activity.

14
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e Safer consistency trade-offs
Unlike NOLOCK, readable secondaries provide transactionally consistent data (with replica
lag), avoiding the correctness risks of dirty reads.

Despite these advantages, many systems continue to rely on query hints to “fix” blocking issues that
could be solved architecturally. This often happens simply because the capability is not factored into
the design conversation.

Choosing the Right Lever

Concurrency problems tempt teams toward immediate, localized fixes—adding hints, suppressing
locks, or forcing plans. While these techniques have their place, they should be applied only after
understanding workload interaction and available architectural options.

In many cases, the safest way to reduce blocking is not to override the optimizer, but to change
where and how work runs. Query hints should refine a well-understood design, not compensate for
structural constraints that the platform already knows how to solve.

Treating locking and blocking as system-level concerns—rather than query-level inconveniences—
leads to simpler code, fewer surprises, and performance that scales with confidence rather than
caution.

5.3 Scaling Write-Heavy Systems

Write-heavy workloads pose unique challenges due to logging, locking, and index maintenance.
Scaling these systems required careful coordination between application behavior, indexing strategy,
and hardware resources.

By aligning these elements, the system achieved higher throughput without proportional increases
in resource consumption.

6. OPERATIONALIZING PERFORMANCE
6.1 Monitoring and Alerting Strategies

Performance tuning delivered lasting value only after monitoring and alerting were aligned with real
risks. Alerts were designed to signal emerging problems, not transient spikes.

This shift reduced alert fatigue and allowed teams to act before users were impacted.

6.2 Code Review as a Performance and Stability Control

Preventing performance regressions requires more than monitoring and alerting; it requires
discipline before changes ever reach production. Code review is one of the most effective—and
most underutilized—controls for maintaining both performance and system stability.

In many organizations, code review focuses primarily on functional correctness. Does the change
meet the requirement? Does it compile? Does it handle expected inputs? While these checks are
necessary, they are not sufficient for systems operating at scale. Performance issues and

15
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concurrency bugs are rarely obvious from test results alone, yet they often originate directly from
code changes.

Why Performance Issues Slip Through Testing

Most performance regressions are introduced unintentionally. A seemingly harmless change—
adding a join, expanding a transaction, introducing a hint, or copying logic from another procedure—
can alter execution plans, lock behavior, or resource usage in ways that are invisible in development
environments.

Without review, these changes go unnoticed because:
e Test data lacks production skew and volume
e Concurrency is rarely simulated realistically
e Execution plans are not examined unless something is already broken

By the time the issue surfaces in production, the cost of diagnosis and remediation is significantly
higher.

What Effective Performance-Oriented Code Review Looks Like

A code review that considers performance does not require deep tuning expertise from every
reviewer. It requires awareness of risk signals and the willingness to ask the right questions.

Effective reviews routinely look for:
e Changes that expand transaction scope or duration
e New or modified queries operating on large tables
e Introduction of query hints or forced behavior
e Non-SARGable predicates or implicit conversions
e Copy-pasted logic that inherits unnecessary complexity
e New dependencies between previously independent workloads

Catching these patterns early often prevents entire classes of production incidents.

Code Review as a Concurrency Safeguard

Concurrency bugs are particularly expensive because they manifest only under load. Blocking chains,
deadlocks, and throughput collapse are rarely caused by a single “bad” query. They emerge from
interactions between many well-intentioned changes.

Code review provides a checkpoint where:
e Locking behavior can be questioned before it becomes entrenched

e |solation levels can be challenged rather than blindly inherited
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e Architectural alternatives (such as workload separation) can be considered instead of query-
level workarounds

This shifts the mindset from “does this work?” to “how does this behave under load?”

Reducing the Cost of Change

Perhaps the most important benefit of code review is economic. Preventing a performance
regression before release costs orders of magnitude less than fixing it after deployment. Emergency
tuning, infrastructure scaling, and production rollbacks consume time, money, and organizational
trust.

Consistent review creates a feedback loop. Developers become more conscious of performance
implications, reviewers develop pattern recognition, and the overall quality of changes improves
without slowing delivery.

Making Review a First-Class Practice

For code review to be effective, it must be treated as a quality gate, not a formality. This does not
mean blocking progress with excessive scrutiny, but rather embedding performance awareness into
normal development flow.

Organizations that consistently prevent regressions do not rely on heroics after deployment. They
invest in thoughtful review before deployment, where risks are cheapest to address and easiest to
correct.

Code review, when done well, transforms performance from a reactive concern into a predictable
outcome of good engineering practice.

6.3 Performance Testing Before Release

Testing focused on realistic workloads rather than synthetic benchmarks. By simulating concurrency
and data volumes seen in production, issues were identified early, when fixes were cheaper and
safer.

7. BUSINESS OUTCOMES

The performance initiative delivered predictable response times and reduced the frequency of
production incidents. Operational stress decreased as teams moved from reactive troubleshooting
to proactive management.

Perhaps most importantly, performance discussions shifted from blame and urgency to analysis and
planning, enabling better decision-making at both technical and business levels.
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8. CONCLUSION

Performance tuning succeeds when treated as an ongoing system discipline rather than a series of
emergency fixes. By understanding workloads, diagnosing bottlenecks accurately, and
operationalizing performance management, organizations achieve stability that scales with growth.

This case study demonstrates that predictable performance is not a matter of luck or hardware
alone, but of deliberate design and sustained practice.
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